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Abstract

Glyphs are still our main means of communication and people use them
every day. Whether that would be in the form of written words, numbers,
symbols, signs, logos, etc. they all fall into the glyph category. In this
digital day and age most things are done on a computer or by a computer.
Thus digital glyph representation is vital. In this paper we would be look-
ing into the theory of digital glyph representation and rendering. We will
compare and assess some of the most prominent techniques, by revealing
their pros and cons, dependencies and usages. We would briefly glance
over each of the observed techniques and will choose the most suitable
one for the proposed problem. Our research concludes with the results of
the surveyed techniques and a practical discussion of the most promising
implementations and their challenges, as well as a look into future work.

1 Introduction

Before we delve into computer graphics techniques and solutions for glyph ren-
dering we must first understand the problem. Thus, it is necessary to provide
a formal definition to the term ’glyph’ and even more so, to that of a ’digital
glyph’. Concerning the classical meaning of the word, two of the most well-
known dictionaries in the English language give us the following definitions: “A
sculptured mark or symbol.” (The Oxford English Dictionary), “A symbolic fig-
ure or a character usually incised or carved in relief.” (Merriam-Webster Dictio-
nary). ’Digital Glyph’, on the other hand, is not a formally defined expression.
One of the clearest renderings of the term is the following: a graphical object
whose attributes are bound to data, where attributes are: position, size, shape,
colour, time, etc. and data could be scalar, vector or tensor. (Resnick 1997).

We must also comprehend the scope of this field and it’s relevanace to all of
us. In fact, it is one of the most fundamental issues in computer graphics, as
glyphs are still the most used form of communication (eg.: letters, characters,
symbols, numbers, etc).

We would be using the terms, ’font’ and ’glyph’ interchangeably throughout
the paper, even though they are not theoretically identical. The reason font was
not suggested in the title of the paper is so that we remain generic, as we would
be taking a more general approach, which would include fonts as a sub-point
but not the main issue. Some examples of glyphs could be seen in Figures 1 and
2. We would constraint our definition of ’digital glyph’ to being a representation
of a letter, symbol or character. Even though in theory it could represent, any
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image or picture. The reason for that ambiguity is that in the computer graphics
world, graphical output can generally be represented in one of two ways, namely
’Raster’ (aka ’Bitmap’) and ’Vector’. Furthermore, in theory almost anything
could be represented in both ways.

Figure 1: The letter ’A’ from different font families. (Bulatov 2011)

Figure 2: Other types of glyphs. From left to right: a Mayan symbol, the
Japanese character - kanji, a Roman A, and the mathematical Pi. (Rougier

2013)

2 Raster vs Vector

The title of this section could be somewhat misleading, as in fact there is no
perfect answer to that dilemma. It all boils down to the specific task and the
concrete goal which is to be achieved. Before we compare the two models we
would briefly explain how they work.
A Raster Graphic (or bitmap) is a digital image composed of a matrix of
points. When it is at original scale, (e.g. viewed at a 100%) each point will cor-
respond to exactly one pixel. Some well known raster graphics formats include:
.BMP, .JPEG, .GIF, etc.
A Vector Graphic is an image composed by layers of paths and strokes, rather
than a matrix of coloured points as is the case with raster graphics. The paths
and stokes could be defined by lines, elliptical arcs, and quadratic and cubic
splines. Together they comprise a vector graphics image. Some 2D vector for-
mats include: .PDF, .SVG, .CGM, etc.

Table 1 provides a brief overview of the characteristics of both graphical
representations. An example of an image represented through both methods
could be seen in Figure 3.

2



Scalability Colour range Storage size Computation
Bitmap 0 1 0 1
Vector 1 0 1 0

Table 1: Comparison between Raster and Vector.

From the simple table above, it is clear that vectors are better when it
comes to having simple coloured, resolution independent content. That is the
reason they are heavily used in logos and signs. On the other hand, a photo-
realistic image would require a palette of millions of colours, each pixel would
probably have a separate colour value from it’s neighbours, thus a bitmap is
more adequate in that case. Two distinct scenarios can be seen in Figures 3 and
4.

Figure 3: A raster image depicting the difference in scalability between raster
and vector images. (Yadav 2012)

Figure 4: A comparison between raster and vector when it comes to digitised
photographs. (Flashfoto 2014)

Other important points, which are worth mentioning, when comparing the
two methodologies are: editing, anti-aliasing and animation.
Editing: When it comes to editing bitmap images, one is working with individ-
ual pixels, therefore all the advantages and drawbacks of pixel-manipulation are
relevant. This is not the case with vectors, as with them, one is manipulating
shapes using control points and affine transformations.
Anti-aliasing: Anti-aliasing a vector is comparatively easy as all the shapes
that build it have either a functional or parametric representation. Removing
aliasing from a bitmap image however could be more ambiguous. The sim-
plest solution would be super-sampling anti-aliasing (SSAA) or Multi-Sampling
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(MSAA) which deals to a great extent with things like jagged-edges however, it
is usually much heavier in terms of computation and it’s complexity grows ex-
ponentially. There are other techniques for antialiasing bitmap images however
most of them involve edge detection or finding the functions which produce the
shapes in the image, which could be an easy or impossible task, depending on
the case.
Animation: When considering animation of 2D images it is needless to say
that animating shapes using their functions and parameters is much easier, and
less ambiguous than animating pixel colours. Having said that, if your goal is
precisely that of morphing one image into another, then simple linear interpo-
lation of pixel values could work better and could be easier to achieve.

3 Font Rendering in a Nutshell

If we were to look at the criteria we are trying to meet and compare it with
the results of Table 1, we could easily make a choice between them. Fonts need
to be resolution independent, which would mean, they will look good on any
size and scale. Fonts are generally monochrome - represented by a single colour
or shades of that colour. Fonts need to be stored and rendered efficiently, as
we can have huge texts, comprised of thousands of individual characters at any
time on the screen. In our case of representing and rendering glyphs, which
comprise mainly of various fonts, characters and symbols, and considering the
list of attributes that were just mentioned, vectors are in the root of the more
adequate solution. Is it always possible, and practical to use them though, and
why some techniques avoid them? The next sections provide a simple case study
into font rendering and give a brief overview of some of the well-known and not
so well-known techniques. We wont delve into the great depths of fonts as “font
technology is a world to itself” (File Format 2014), but we need to briefly de-
scribe the underlying pipeline.
On the computer, fonts are generally stored as vector outlines (lines and curves),
whether it be in TrueType (.ttf, .dfont), PostScript (.pfb, .afm, .pfa, etc.) or
OpenType(.otf, .ttf) format. Nowadays, this is certainly the most common way
of storing fonts, however that does not prevent one from storing fonts on a tex-
ture atlas as many applications did in the past. This is still practiced in games
and other applications which are more concerned with efficiency than accuracy.
As a grid look-up (2D Texture), when it is pre-baked and cached, is less expen-
sive than rasterizing vectors.
Here are some important notions we must cover before continuing with font
rendering techniques:

Outline. As already mentioned Outlines are files storing lines and curves,
as well as other useful information for the rasterizer, which represent the outline
of glyphs. Some prominent outline formats in which fonts are distributed are
listed below.

• Postscript Type 1 - Developed by Adobe around 1984, that was the first
standardized font format. It represents it’s outlines using cubic Bezier.
It was one of the first standards to support hinting. Which is still done
manually in Postscript.
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• TrueType - Developed by Apple early in 1991. At first as a competi-
tion to Adobe’s Type1 but later most devices and systems would support
both standards. It is manually-hinted; represented by quadratic B-splines.
It is commonly said that, PostScript uses ”dumb” fonts and a ”smart”
interpreter, while TrueType uses relatively smarter fonts and a dumber
interpreter (Phinney 1997).

• OpenType - Developed in 1996 by Adobe/Microsoft. OpenType puts
either a PostScript or TrueType outline in a TrueType-style wrapper. It
is auto-hinted and is the most common standard at this time, supported
by most operating systems.

Conversions from Type1 to TrueType are often imperfect as there are small
rounding errors, due to the curve conversion. The hinting information also
doesn’t translate well from one standard into the other.

Texture Atlas. Another way of storing fonts is using a texture atlas, sim-
ilar to the notion of megatextures, which could have all the characters of the
font lying on it. This texture gets loaded only once, then simply different uv-
coordinates are called for the mapping of different glyphs. This technique is
fast and requires almost no immediate pre-processing, except of course placing
all the desired glyphs into a single texture in the most efficient way, which is
a bin-packing problem. It carries with it all the drawbacks of working with
textures and bitmaps. It also doesn’t provide the flexibility of hinting unless
it is manually hinted on the GPU (e.g. the exact UV coordinates are tweaked
in real-time considering the previous character and the current character, as to
provide the appropriate kerning, ligatures, and other hints. ).

Hinting (or ’grid fitting’) consists of storing additional information encoded
in the font to help the rasterizer with each specific character individually in
specific cases, i.e. when a line falls in the middle of a pixel. If the glyph
outline is smaller than the pixel, letter features can vary when they shouldn’t.
In a more severe case key features of the glyphs can be lost. It is used, for
example, when a part of a glyph lies withing a pixel in such a way which could
be corrected by slightly changing the glyph, to better match the pixel layout.
The change is often negligible but makes a big difference especially for the user
as it increases legibility. This is also done in order to decrease the need of AA.
For AA is generally good but could decrease legibility especially on smaller fonts
and displays with a low pixel per inch (ppi) coefficient.

Kerning is the process of making the text more legible, through adjusting
the positioning between certain pairs of adjacent characters, so that they might
flow together. This is done to maintain a visually stable distancing between
all characters. Kerning could be done using Kern Tables or Glyph Positioning
Tables (GPOS).

Ligatures are especially essential for some fonts more than others. In brief
ligatures replace specific pairs of adjacent characters with another glyph which
comprises both characters within itself. In western style of writing, where each
letter is usually an individual glyph, they are used only for aesthetic purposes,
unless writing in cursive, when the whole word should flow. Ligatures are heavily
used in other writing systems, such as Arabic, for example as the whole text
flows, this is a notion known as complex text layout.
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Explaining all terms related to glyphs and computer graphics in general is
outside the scope of this paper. Before we continue, make sure you are familiar
with the following terms: antialiasing (AA), subpixel antialiasing, subpixel po-
sitioning, signed distance field (SDF), gamma correction, Graphics Processing
Unit (GPU).

4 History of Font Rendering

4.1 Precomputed Raster Monospaced Types

In the dawn of digital typography, font families were mainly of the type raster
monospace. Where raster simply means that they where using matrices which
stored the information of which pixels should be lit for each letter. The definition
of monospace is that all characters have the same width, in pixels. Those
typefaces would have to be precomputed at different sizes and stored in the
system. If then, a font of different size was necessary, it would be called in the
appropriate size, as they do not support scaling. An example of such typefaces
is displayed in Figure 5.

Figure 5: The Apple Mac Chicago, as an example of a raster monospaced
type. (Stranks 2013)

Such techniques where used since the early 70s (and even earlier). They
were then extended to computing vectors on the CPU and storing the raster
information on a texture. This produces sharp and crisp text, which however
is resolution dependent and thus non-scalable. This technique is covered by
Apple’s patent from the early 90s (Kaasila 1992).

Font textures with alpha testing were introduced later by Mark Kilgard of
Silicon Graphics (Kilgard 1997). Such texture formats were preferred as they
supported some transformations, such as rotations, due to the fact that they
were rendered onto a quad. This was not possible with the basic raster technique
of the past.

We will cover more on such texture based techniques in the next section.

5 Font Rendering Techniques

5.1 Raster images to the GPU

This was the most common way of representing glyphs on a computer screen for
a good few decades. It is still used by some applications today (terminal). It
comes quite cheap and does not involve any heavy computation on the expense of
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the memory for storing the texture. However it comes with a lot of drawbacks.
Firstly, all of the font (Arial 8pt and Arial 12pt are different fonts) must be
stored in a bitmap image which is then passed onto the GPU. Different font
sizes could have different textures and thus could be stored on different bitmaps
or alternatively a few font sizes could be stored in a single texture (usually the
most commonly used ones together). This provides a bin-packing problem of
cramming all glyphs in the smallest possible space without intersections. This
technique provides a text which is not scalable and scaling it would also require
point or bilinear filtering, in order for legibility to be restored to some extent.
Projective transformations are not supported and AA comes at a high cost and
does not guarantee a drastic improvement in quality. It is stll not a bad choice if
your application does not have a bottleneck on it’s memory and especially if you
can provide good antialiased textures of your glyphs, which wont be transformed
in any way and would be viewed on a 1:1 pixel ratio. For more information on
such techniques refer to Mark Kilgard (Kilgard 1997) and the Apple patent of
1992 (Kaasila 1992).

5.2 SDF on Bitmap for reconstruction on the GPU

This technique was fist introduced by Chris Green of Valve Software and pub-
lished in SIGGRAPH ’07 under the name, Improved alpha-tested magnification
for vector textures (Valve 2007). This technique was developed for games and
other real-time applications. It was immediately integrated in Valve’s source
engine and was used in games such as Team Fortress 2. The main idea is creat-
ing a low-resolution bitmap texture of the Signed Distance Field (SDF) of a HD
bitmap as a pre-processing stage, then passing that low-res SDF representation
of the image to the GPU, where using the programmable hardware a raster
image is reconstructed at any scale and transformation. Some other libraries
and engines have incorporated the technique for their font and glyph renderers,
as libGLX (Zechner 2013) for instance. A summarised version of the technique
is depicted in Figure 6. One of the benefits of this technique is that antialiasing
comes for ’free’ due to the already computed SDF. Other effects, such as out-
lining, drop-shadows and glow are also very easy to achieve without additional
increase in complexity. Some of the downsides to using the ”Alpha-Tested Mag-
nification of SDFs” come from the fact that it is still a bitmap representation.
Even though it can reconstruct a vector representation at any scale, it still has
all the disadvantages of raster images. Corners and sharp features are also lost
in the translation when reconstructing above the 1:1 ratio. This problem can be
overcome by using a AND operator of two distance fields in a shader program,
as Chris Green has shown in his paper (Green 2007). Figure 7 depicts this issue
and it’s solution.

5.3 Line Segments on the GPU

This technique involves passing outlines of a glyph to the GPU, where each
section of the glyph is reconstructed with straight lines. Such an implementation
and it’s description are available from the Null-ptr’s blog, (Null-ptr 2008). This
method provides more robust scalability than sending bitmaps to the GPU,
however it is arguably still resolution dependent and it introduces jagged edges
if ran at low curve approximation quality. Figure 8, shows a close up of a
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Figure 6: An implementation of Green’s technique (Valve) for fast, scalable
glyph rendering. (libGDX)

Figure 7: The sharp corner problem and the solution using a AND of two
distance fields. (Green 2007)
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glyph, where then discontinuities in the ’curvature’ are clearly visible. Figure 9,
provides an even closer look at a glyph made out of line segments, but this time
from a demo by Google’s ’Glyphy’ (Glyphy 2014). One other disadvantege, as
described in Null-ptr blog, is that only two (arbitrary) colours are supported.

Figure 8: A close up of a glyph represented with line segments to the GPU.
(Null-ptr 2008)

Figure 9: A highly scaled curved section of a glyph, which approximates the
curve with line segments. (Glyphy 2014)

The idea is to save the outline information of a glyph onto a texture and
then reconstruct it with straight line segments onto the GPU. This is done by
discretising the texture and sampling each texel separately, checking for the
number of times an arbitrary ray will intersect with the glyph outline in that
particular texel, thus revealing the fragment’s colour e.g. in or out of the glyph.
A discretised texture of a glyph outline can be seen in Figure 10.

Super-sampling (SSAA), is used for antialiasing, which is probably the worst
form of AA when it comes to font rendering as it antialiases the whole screen
and not just the edges of the glyphs. This is often very inefficient and does not
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Figure 10: A discretised texture of a glyph outline, which is used in the
sampling process on the GPU, so that the in and out, of the glyph, is

determined. (Null-ptr 2008)

always perform the job very well as blurriness and illegibility could be caused
in some occasions.

5.4 Bezier Curves on the GPU

The technique is based on Charles Loop and Jim Blinn’s publication, Resolution
independent curve rendering using programmable graphics hardware (Loop and
Blinn 2005). Their method revolves around the rendering of quadratic and
cubic implicit Bezier curves on the GPU and antialiasing them using the SD also
computed on the GPU. The preprocessing stage, starts by taking a TrueType
font outline and performing Delaunay triangulation on it, as seen in Figure 11.

Figure 11: The main stages in the pipeline of the Microsoft Patent (Loop and
Blinn 2007)

Then treating each triangle as an individual quadratic Bezier curve, with it’s
vertices as the control points. They claim to achieve resolution independence,
compact geometric representation and a high performance with konstant time
complexity. The fact that their technique was patented shortly after (Loop
and Blinn 2007), and that it is currently used by Microsoft, Apple and other
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big names, testifies to it’s success. It is currently one of the most relevant
techniques, for font rendering, being used.

5.5 NURBS Curves on the GPU

This technique greatly borrows from Loop and Blinn’s paper but avoids their
Microsoft patent (Loop and Blinn 2007) by using NURBS curves instead of
Bezier. The technique is implemented and described by Rami Santina in his
paper, Resolution Independent NURBS curves rendering using programmable
graphics pipeline (Santina 2011). Some of the features that he claims include,
more control that is obtained by using NURBS. Other claims are that the results
produced are very precise due to the nature of the B-splines used. NURBS
provide a greater degree of freedom (DoF) than the Bezier curves and could thus
be used to modify the shape of the rendered glyph by modifying the weight of
the control points of the quadratic NURBS. This could be done without the cost
of transforming the control points on the CPU and resending them back to the
GPU, as would be the case with changing the shape of a glyph represented by
Beziers. In his paper Santina also claims that it requires less control points than
a Bezier representation. This technique provides the robustness of falling back
to a quadratic Bezier representation by having the weights of the control vertices
set to 1.0, and this comes for ’free’ with the choice of a more general spline family.
Another claim is that it has a cheaper pre-processing stage as the Delaunay
triangulation is done only on the non-curved sections of the glyph. All this
however comes at the much greater cost of computing implicit quadratic NURBS
curves on the GPU. This technique allows for View-Based Anti Aliasing which
works much better with font rendering than MSAA. This AA technique is part of
Santina’s implementation (Santina 2011) and the comparison which he provides
with MSAA could be seen in Figure 12. Santina’s implementation is done with
the Java Binding for the OpenGL API (JOGL), with mobile applications in
mind as it supports OpenGL ES2. As Rami Santina, himself suggests, this
technique might find future application in CAD glyph representation where
ultimate precision is required. And in places where control vertex manipulation
is more important than efficiency as in Resolution Independent UI design tools
or P&ID Viewer.

Figure 12: View-Based Anti Aliasing superior to Multi Sampling AA when it
comes to fonts. (Santina 2011)

5.6 Circular Arc Splines on the GPU

There is no publication covering this technique, however a new software product
which is still at early stages of development uses it and has a brief description
of it. The product is called ’Glyphy’ and is developed by Behdad Esfahbod,
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from Google. It is mainly targeting multi-platforms and mobile devices, hence
being developed with OpenGL ES2 (Glyphy 2014). They say it is ’hard’ to
solve distance to Bezier curves on the GPU, as in Loop and Blinn’s technique.
They claim that they get 50% more arc-splines than Bezier curves, which is a
very good result, however they are obtained through an error function and a
physics simulation model, in order to approximate. In the general case though
the approximation is human unrecognisable. Their technique then proceeds
by sending all arcs on to the GPU and for every pixel finding the closest arc.
There are many cases in which different arcs could be at the same distance to a
pixel and those would result in errors. One of the solutions for this is to throw
away pixels above a given distance from the glyph. This technique allows for
projective transformations, infinite scaling and is CPU efficient as everything is
done on the GPU. One of the advantages is that sub-pixel antialiasing, which
comes for ’free’, as everything is already subpixel positioned. One mentioned
disadvantage is the memory-footprint, as fonts carry their complexity with them.
Thus if we have a very complex font the complexity would increase linearly.
Upon entry into the fragment shader, the algorithm goes through a look-up
table, fetches all the appropriate arcs, which are worth considering, and loops
through all the arcs. A glyph outline could be seen in Figure 13 and a scaled
and perspectively transformed glyph curvature is depicted in Figure 14.

Figure 13: A glyph outline made from circular arcs as seen in ’Glyphy’.
(Glyphy 2014)

5.7 Bixels

Bixels are raster images with embedded visual boundaries. This is achieved by
storing an additional 8 bits per pixel. This technique was first published in
2004 under the title Bixels: Picture Samples with Sharp Embedded Boundaries
(Tumblin and Choudhury 2004). It obviously requires more memory than a
standard bitmap but the memory and time complexity are konstant and come
at a fixed cost. This extra space is used for storing a 2D graph of boundaries
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Figure 14: A result of a scaled and perspectively transformed glyph curve as
seen in ’Glyphy’, also being antialiased with subpixel antialiasing. (Glyphy

2014)

which are true discontinuities in both the intensities and the gradients of the
image, as seen in Figure 15.

Figure 15: Two raster images magnified at the same resolution. Images (c)
and (d) retain the ”infinitely” sharp edges even at low resolution using the

bixels technique. (Tumblin and Choudhury 2004)

This technique is useful to describe true discontinuities in an image with
subpixel accuracy. Bixels store the discontinuities that are humanly recognis-
able. They have a Nyquist-like complexity limit, thus must have a maximum of
one cut between adjacent sample point pairs. Also while pixel’s bilinear interpo-
lation merges between areas with high and low contrast, thus losing detail, the
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bixel bilinear interpolation is boundary dependent. It hasn’t been used solely
for font rendering but some of it’s features could certainly be useful for such. A
brief bixel pipeline is depicted in Figure 16.

Figure 16: A low resoluton pixel and bixel image, demonstrating the
preservation of visual discontinuities in the image. (Tumblin and Choudhury

2004)

6 Discussion

We have covered seven techniques for digital glyph representation and render-
ing. We have briefly glimpsed at their features, their pros and cons and their
usages. Table 2 sums up all the information from the previous section in a opti-
mal manner. Keep in mind that those are not to be used as official statistics but
rather as a overview of my investigation. Those are not by any means all the
techniques out there used for the purpose, but are definitely some of the most
prevalent and foundational of them. Many other publications and implementa-
tions are based on those techniques listed above, or on parts and combinations
of them.

Technique Quality (1:1) Deformation Preprocessing Time Space AA
Raster Images Good No No O(n) Bad None

SDF on Bitmap Good Semi Average O(n) Good SD Free-Limited
Line segments Good Semi Average O(n) Good SD/SSAA

Bezier Good Full Heavy O(1) Good SD/MSAA
NURBS Good Full Heavy O(1) Good VBAA

Circular Arcs Good Full Heavy O(n*m log(m)) Bad SD
Bixels Good Full Heavy O(n) Bad MSAA

Table 2: A table comparing all the covered techniques. Where ’m’ represents
all the pixels and ’n’ all the shapes.

7 Practical Example

Based on the our case study on font rendering and the results that we have
obtained, I decided to look into the most promising techniques in greater depth.
Thus I went forth and implemented Loop and Blinn’s technique (Loop and Blinn
2005) of rendering implicit quadratic Bezier curves with a shader program. I
then, further extended the program to render implicit quadratic NURBS curves
based on Rami Santina’s technique (Santina 2011). A screenshot of the OpenGL
window with a random glyph is depicted in Figure 17. The program provides
a easy to use interface, where the user could quickly change between the two
techniques for the same geometry. The curve control points are passed onto
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the GPU as triangles, which are read-in from a file, carrying this and other
information such as the type of each triangle, e.g. convex, concave or filled.
The Program does not render actual font but rather user defined glyphs, just to
prove the point. It provides antialiasing based on the signed distance, which is
also computed in the shaders, as well as real time manipulation of control point
positions, weights (for the NURBS), which between the spline types (NURBS or
Bezier) and how the curves are drawn (convex, concave or filled). The program
was writen in C++ using ngl (OpenGL library), for visualisation. The source
code would be released so that it could be further extended. Some suggestions
could be obtained from the next section.

Figure 17: A screenshot of the created program, depicting a glyph made out of
6 trinagles rendered as implicit quadratic Bezier curves on the GPU. (4 -

convex 2-concave).

8 Conclusion and Future Work

Just as we have seen the convergence of standards in the outline representation
of fonts, so shall it be even with their rasterization in the future. All tech-
niques described earlier, with their pros and cons will find common ground.
Thus it wouldn’t be surprising if a technique which borrows from a number
of them would be developed, which would encapsulate the resolution indepen-
dence of curve rendering along with the computational efficiency of sending
pre-computed data to the GPU, which on the other hand would not have to do
any heavy computations.

We have seen that for the problem of glyph rendering, vectors are to be pre-
ferred due to their resolution independence, flexibility and storage efficiecy. Of
course some of the raster techniques also have their pluses, which are lacked by
the pure vector representations. Thus a combination of some of those techniques
could be considered as a possible innovation. Another useful observation is that
the preprocessing stages of some of the algorithms are heavy and inefficient,
even though they do not contribute to the complexity of the technique as they
are not considered. It would certainly be best if we could get rid of as much
median stages as possible. Direct rendering of the glyph outline representation
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(eg. TrueType, OpenType, Postscript) would be ideal, when combined with
cheap and efficient rastering on the GPU.
Another possible combination would be the integration of Valve’s technique
(Green 2007) and Bixels (Tumblin and Choudhury 2004). The idea is to pass
in the SDF of the high-definition texture onto the GPU the same way as Chris
Green’s paper suggest but also pass into each pixel of the SDF texture extra
edge information, stored in an additional 8 bits, as Bixels suggest. This way
some of the disadvantages of bitmap representation can be nullified and much
better results could possibly be achieved at a lower cost.
My practical work during this research has led me to work with cheap and
efficient rendering of vectors on the GPU. Future work from my basic imple-
mentation of rendering implicit quadratic Bezier and NURBS curves could ad-
vance in many ways. An interactive tool for curve manipulation could be made,
with dynamic creation and deletion of splines. An OpenType or TrueType
parser can be written which would read and strore the spline info in appro-
priate datastructures. A demo of my program could be seen on the following
address: https://www.youtube.com/watch?v=FycMArwx8cg. For more infor-
mation contact me at goro.rassovsky@gmail.com.
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